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Abstract

This paper covers the design and development of a deformable surface controller.
Controllers of the past only allow a single point of two dimensional or at most three
dimensional control. The deformable surface controller allows multiple points of contact in
all three dimensions without the requirement of complex hardware like lasers and pressure
sensors. Using a stretchable surface and a simple camera we show that not only is this
technology responsive, but useful for controlling complex three dimensional models.

Introduction

In recent years the spread of multi-touch surfaces has gained public attention with devices
like the iPhone and the Microsoft Surface. While these improvements are welcome, they
really do not give us much more control than the simple point and click of a mouse. The
current surface interaction technologies only provide interaction in two dimensions, and
require expensive hardware. Even fewer of these devices provide any sort of haptic
feedback. CG modelers and CAD users, who often edit complex shapes, are forced to use
the common mouse. Other systems exist, such as the Novint Falcon, but these types of
controllers require expensive parts and offer a limited area of motion. A system that allows
direct control of a given shape or surface would be beneficial to the CAD and CG
community.

Here is where the Deformable Surface Controller (DSC) comes into play. By using a flexible
piece of cloth or rubber, a set of lights, and a simple webcam, the DSC can capture three
dimensional input within a large area of motion. Size and sensitivity are only limited by the
camera used, potentially allowing controllers that can be used by multiple people at the
same time.

Design Criteria

Capturing the data of a deformable surface seemed at first a daunting task. The first design
was a sphere with light sensors attached to its inner surface. Filled with a semi-translucent
flexible material and a light this could figure out what shape it was in by measuring the
individual sensors. We decided that this would be too troublesome to impliment due to the
microcontrollers involved.

The second design flattened the system out into a typical "pad" style controller. Lines drawn
in a grid on the surface were viewed by a webcam and then interpreted into the desired
shape data. This design has been used before but has some limitations. One is that the
accuracy of the grid and the number of points on it limit the granularity of your data. As you
add more points to such a grid, the algorythms slow down. At high angles the grid can even
occlude itself to hide data points and break the system.

The third design was based off of displacement maps that are often used in games. Instead
of trying to calculate what the displacement was, we would model a displacement map in
real life and then record it directly. To achieve this a light was projected evenly onto a
flexible sheet. As the sheet moved closer to the light the brightness in that area increased,
just like how a displacement map encodes height.



Our design had to be easy to implement while still keeping the interaction effective for
editing or changing a 3D surface. We wanted to avoid expensive or exotic materials because
these would make it impossible to implement and later manufacture. Ease of programming
was also a consideration in terms of our design. Implimenting a complex grid interpretation
algorythm was not at the top of our programmers desired lists.

* Easy to program for

* Cheap to manufacture/prototype
* Reliability

* Accuracy of control

* Ease of use

Implementation

Other deformable control systems, like the zStretch seem to have come to the same
conclusion as we did about the material used. Spandex/Lycra are very responsive and
stretchable materials. Not only is it cheap, but it also comes in a variety of colors, so it was
a good match for our prototype.

Our first prototype was made simply as a proof of concept. The goal was to prove that
moving a fabric towards a light source would increase the brightness in a fashion that could
be interpreted as a Displacement map. A cardboard box was aquired and some grey
spandex was stretched over the top of it. A hole was cut into the bottom and the PSOne



EyeToy was inserted through the crude hole. We found that the single red led on the EyeToy
was sufficient enough to light the spandex. Using a programming tool called Process the
data from the webcam was turned into a 256 x 256 grid of tiny cubes. The brighter the pixel
from the camera, the higher the cube was drawn. While it could only resolve a small area
(due to the narrow beam of the LED), the data it returned seemed logical and very
responsive.

Our second prototype was designed whilst walking through Home Depot. Learning from our
first model, we knew that we needed wide even lighting that was about as bright as
traditional room lighting. Outside light had to be blocked so that it did not interfere with the
camera data and cause false "bumps". At first a square storage tub was chosen, this was
set aside under the assumption that any light would be too bright at that distance. A
garbage can [Fig. 1] was chosen because it set the height of the surface near table height,
and at that distance the light was more diffuse. Other benefits from the gargabe can
included:

* Lid to protect the surface while in transport
* Strong plastic

* Inexpensive

* Field of view was more compatable with the
camera.

* Trendy curved styling.

A common plastic electrical conduit box was
used as the camera housing at the bottom of
the can [Fig. 2], a florescent diffuser sheet was
bought with the intent that it would help make
the light more even and eliminate "hotspots".
Initially we tried to use a compact florescent
but it did not fit into the bottom of the can, so
for a while we were forced to use christmas
lights. Later improvements to the can used
ropelights, which were too dim, and finally
compact "puck” type florescents [Fig.3].

The proper color of the spandex fabric was debated. We knew that white would be
innapropriate because it could not get much "brighter”. Black seemed like it would not
reflect enough light, and so we stuck with the origional gray fabric. This was stretched
across the top of the garbage can and secured with thumbtacks.

Operation

Operation of the DSC was relatively intuitive, although some people commented that
pushing in to make things move up didn't really make sense. As a counterpoint to that,
most computer mice are pushed forward to make the cursor go up. With a bit of orientation,
it seemed easy enough to poke up a spike of data wherever you wanted on the screen. The
DSC was sensitive to deformations ranging from 2cm to about 30cm.



Keeping the surface of the controller taught and level took a non trivial amount of time for
the user. Also if the fabric was over stretched it would sometimes pop out from retention
and become slack. Another interesting effect that was discovered, is that as you push down,
air pressure trapped inside the DSC would push back, bubbling up the surface a bit. This
effect might prove useful in the future when a more active haptic feedback is desired.

Complications

When we first implemented the controller we were worried that if the light was too bright
we would over saturate the camera. We thought that having a black background was
extremely important to the operation of the displacement map. We were also worried about
"hot spots" or uneven lighting which would fool the camera into thinking the surface was
deformed. So our initial design used Christmas lights to illuminate the underside of the
fabric. While these did generate smooth even light, it was not bright enough, and they also
made quite a bit of heat. Rope-lights were installed instead, which proved to be much
lighter, but the 3 ft. section that was acquired was no where near bright enough. We found
that it is easier to err on the side of too bright and clamp the lower values at O, or cover the
lights partially.

To get the brightness we needed we had to get puck style compact florescents. Three of
these provided adequate lighting. This increase in brightness brought on another problem,
auto white balancing. On really large changes in brightness, i.e. pushing both hands far into
the surface, the camera would snap to different white balance levels, making our data jump
suddenly. It was sort of like switching gears in a can. Most of the time this effect was not
noticed, and when it did happen it made it seem as if the data suddenly scaled back.

One unforeseen effect was that when Lycra or spandex is stretched, its optical properties
change, and not in a uniform way. As it is stretched high stress areas open up along the
weft (weave), and make the surface more porous. Light then passes more easily through
these sections and causes an apparent dark spot. This happens only along the grain and
tends to make "dumbbell" shapes out of round deformations. This only tends to occur at
high deformations where the fabric is stressed.



The biggest complication was that the camera saw too much of the top of the can; it saw
the entire circle of deformable fabric, as well as dark corners that filled out the rest of the
field of view. This caused four low spots which could not be deformed. One solution would
have been to move the camera close to the surface. This might have the added benefit of
making the controller more compact. We did not have that option, so instead we decided to
implement a calibration function. Pressing the "c" key in our game caused the camera to
take a calibration frame. This frame was then subtracted from all subsequent input to create
a level surface. It would have been more beneficial to have dead spots in the fabric rather
than in the camera's field of view, but the calibration also solved some of the low level noise
problems we had seen earlier. Calibration also gave cleaner crisper output of what actually
had changed in the fabric when it was deformed.

Another consideration was the durability of the fabric, by the end of our testing and
development, the fabric had become substantially less resilient. While it was still effective, it
seems something like latex rubber or another solid stretchable surface might fair better.

Results

(how well did everything work?, postmortem, focus groups)

The DSC had a critical failure camera drivers. This was mostly due to the PSOne Eyetoy
that was used. No official drivers exist for this camera and so custom ones were used. If we
had more time and money a better camera would have been employed. Other backup
cameras were tried, but they were of exceptionally low quality and only supplied a frame
rate of 10 fps. The DSC's surface is an important part of the controller and other materials
should be explored for this purpose. Things like latex and silicone rubber would be good
improvements. A non permeable surface like rubber would reduce the fake shadows from
confusing the camera and prevent liquids from entering the DSC.

If we had more time we would have developed a set of test cases and possibly a survey.
Focus groups would have allowed us to gather information on what kinds of improvements
could be made to the controller. We could have evaluated things such as, ease of use,
intuitiveness, responsiveness, portability, and durability. In general we had a very positive
response from the people who were curious enough to ask about what we were working on.



Most seemed surprised by the unorthodox controller but once they saw it coupled with the
game it made perfect sense as to how to use it to influence the 3D world. The potential for
improvements on this control design are worth investigating. The size of the controller is
really only limited by the field of view of the camera. Its responsiveness and accuracy are
only limited by the frame rate and resolution, and of course multiple cameras could be
employed for better accuracy or usable space.

Future Work

While working on the DSC, we began to think up of future applications that would greatly
benefit from our controller. The game we created for the DSC used an inverse control
scheme where players had to push down on the spandex in order to raise islands. We could
have easily used the DSC to deform terrain with a one-to-one control scheme. The user
would start off with a a large volume of land. By pressing down on the controller, a user
could easily create canyons, mountains, hills, valley's and all sorts of other geometric
configurations.  the same thing can be said about creating 3D models, starting with a a
large sum of mass and then using the controller to shape it. The surface edited on the
screen does not have to be flat either; spherical mappings also make sense when editing
shapes.

Using a webcam gives us the ability to also capture sound which would allow the DSC to be
used an a drum. It would be perfect for simulating a bongo or steel drum by taping on
different areas of the cloth. A camera with higher resolution and/or better frame rate would
make a lot of improvement in the performance of the system.

Conclusion

We have successfully prototyped and built a controller allowing multiple users to
simultaneously collaborate in 3D space without the requirement of expensive hardware such
as lasers or pressure sensors. There is room for improvements in our controller, but overall
we are satisfied with the results. We have proven the usefulness of this concept through a
game, Sand Havens , which utilizes the controller for terrain deformation.
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Fig 3

Game: Sand Havens

Dead: 2 Eaten: 16




Concept:

Shape islands to protect your Protosaurs from the horrors of the prehistoric deep.

Abstract Description:

A flock of Protosaurs forage for crabs over an island chain, fleeing from hungry sharks and
Plessie the plesiosaur. The playerOs goal is to extrude islands out of the ocean surface to
keep the Protosaurs out of harmOs wayE or to simply experiment with the simulation.

Game Elements

Player
The game is either single player or multiplayer cooperative with a single DSC. The player
views the game from a god-like perspective, above and from a skewed angle.

Objective

The playerOs objective in the current game is for the Protosaurs to consume all the crabs
without being eaten themselves by the sharks and Plessies. Because the game is very
freeform, players could impose their own objectives upon the game world. For example,
players could decide they prefer the crabs to the Protosaurs, and watch the sharks and
Plessie devour them.

Procedures

The playerOs single ability is to shape the terrain via the DSC. This one action both raises
land in one place, and lowers it elsewhere, forming not only islands in some places but lakes
or bays in others. Forming islands blocks the movement of sharks, and Plessie, the
predators that would otherwise eat the playerOs Protosaurs. Lakes can also be formed to
trap these entities. Importantly, the crabs scattered across the game world can only be
eaten when extruded up out of the surface where Protosaurs can reach them.

Rules

The player has won when the Protosaurs have eaten a certain number of crabs. Crabs
are stationary, but can only be eaten when on the surface. Protosaurs wander toward food
(avoiding bumping into each other, but not strictly flocking) and avoid the gameOs
predators, sharks and Plessie, which chase them when they are near. Sharks cannot move
onto land, and Plessie walks slowly on land. Either type of predator will attempt to consume
any Protosaurs that come within a short distance of them.

Resources

The playerOs resources are Protosaurs and the terrain itself. If too many Protosaurs are
eaten, it becomes difficult to eat the rest of the crabs before the predators hunt down the
remaining Protosaurs, so the player must be attentive from the start of the game. Terrain
is conserved during the duration of a level, so building a tall cliff in one place may melt
smaller islands down into the sea bed.

Conflict



The Protosaurs must eat a certain number of crabs for the player to win, even if these
crabs are near a ferocious shark or Plessie. Thus, thereOs a sense of playing offensively and
defensively. The restraints on the amount of land that players can lift into islands, despite
that crabs placed uniformly across the map, require players to carefully manage their use of
the terrain.

Outcome

Either all the Protosaurs are eaten, or a sufficient number of crabs are eaten. In either
case, the player is alerted to his or her success or failure, and a new level is randomly
generated.

Boundaries

All entities attempt to stay within the square play field. The player's controller only acts
within this area, as outside of it, the world is just open space. The player is also only able
to interact with the game world itself through the shape of the terrain (besides camera
control and pause/play).

Game Al

The movement of the creatures is based on steering algorithms from Craig W. Reynolds

paper, "Steering Behaviors For Autonomous Characters". The core part of this

implementation deals with the velocity and a desired velocity of each creature. Velocity
represents the current rotation of the creature and how fast itOs moving, while the desired

velocity is the velocity the creature wants to be in. Simple put, this method helps the

creature decide which way to turn in order to be closer to their desired velocity. Before this
happens, the desired velocity needs to be calculated and that is where steering behaviors

come in. The simplest of these would be seeking and fleeing from a target and they are

used to come up with more complex behaviors. All creatures share the same two
characteristics and related behaviors; creatures are knowledgeable about things they can



eat and things they are afraid of. Using this knowledge to steer, there are things that they
"seek" and things that they Oflee".

The more complex behaviors are based around creatures being able to seek and flee.
Another behavior creatures share is for the need to stay in the game world. The best way
we found to implement this was that when a creature was in danger of leaving the world,
we would "steer" it towards the center of the world until it was no longer in danger. In
essence it would be seeking the center. Anther way we tried to implement this was to have
a creature avoid any future position that would place it outside the world. This was a
problem because our world was so dynamic, creatures would get stuck between using two
behaviors which made the creature seem to "vibrate on the screen." Creatures also needed
the ability to avoid each other. To do this they looked at their surrounding neighbors and
chose to avoid the position that would have the greatest chance of running into a neighbor.
Using a steering behavior allowed us to make their avoidance more realistic that using
collision detection.

Not all of our creatures are the same, and to show this, they needed more tailored
behaviors. Protosaurs would try to avoid water so they wouldn't get eaten and would only
go after food that was above the water level for the same reason. Plessie (Nessie) would
want to stay in the water because it gave it more mobility than chasing something on land.
For this reason it would only want to go after Protosaurs that were in the water or near the
edge of an island. Fish on the other hand shouldn't want to go on land because it would give
them zero mobility. Crabs were stationary and didnOt require any intelligence.

With all of these behaviors that could be used, we needed some way to differentiate when
they should be called. For this we used a state machine. The biggest problem is that we
used the state machine late in the project when we should have started with it. Some the
states including, eating, pursuing, fleeing, avoiding, moving, stopped, and dead to name a
few. Depending on the state, the creatures would only use certain behaviors. We also used
the nearest seen creature to help determine what to do. For instance, if the closest thing to
a Protosaur was a Plessie, the Protosaur would have no choice but to flee, since pursing
food would most likely get the Protosaur eaten.

Game Technology and Libraries

Game Implementation and libraries used:

XNA
XNA is a library created by Microsoft that allows rapid game development using the
C# programming language.

XNAnimation
XNAnimation is a open source animation library that allows importing animated
AutoDesk FBX mesh files.

Blender
Open source 3D modeling and animation environment used for the game's content
authoring.

Direct Show
To get streaming video from the webcam as a texture we used the DirectShow.NET
library and the VideoTexture class by Stephen Bogner.



HLSL

High level shader language is a C-like language used to program GPU shaders. The
terrain  was drawn by using a texture as a heightmap. A simple grid of vertices and the
heightmap are passed to the GPU. Using a feature of Shader Model 3 called Vertex Texture
Fetch we sampled the heightmap and drew the grid with height. This allows for increased
speed in rendering as the heightmap is stored on the GPU instead of in system memory.

A simple toon shader was used to complement the style of our models. This was
done by taking normal smooth shading and converting it into a couple discrete values.
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